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On the Conceptual, Psychological, and Moral Status of Zombies, Swamp-Beings, and other ‘Behaviourally Indistinguishable’ Creatures

Julia Tanney

1.  “Philosophical zombies,” writes Robert Kirk, “are exactly like us in all physical respects, right down to the tiniest details, but they have no conscious experiences.  My zombie twin not only looks, behaves, and is disposed to behave just like me, he is a perfect particle-for-particle replica.  Naturally he gets treated as if he were conscious…. However, this is a philosophical example, and this particular physical replica is defined as not having any conscious experiences: ‘all is silent and dark within.’” 
   Zombies of philosophical lore are thus very different from the ‘living dead’ zombies of horror films and even from humanlike creatures of science fiction whose behaviour is oddly disturbing in ways that might give us pause.  Philosophical zombies, as Kirk has defined them, are indistinguishable from humans in the sense that there is no way, under any possible tests, of telling them apart.  The only difference is something that is supposedly impossible to discover: they lack conscious experience.  

Zombies are presently generating much discussion in the philosophy of mind and consciousness studies.
  For if a creature could be physically, functionally and behaviourally indistinguishable from humans (in the rich sense implied) yet lack conscious experience, then the theories of mind that tie the nature of the mental too closely to physical, functional, or behavioural conditions will seem to have left something crucially mental out of their theories. If having conscious experiences is necessary for being conscious – as these discussions assume – then the theories that cannot accommodate it will fail as theories of mind. 

Kirk defines zombies as our physical duplicates, but recent literature has wanted to distinguish this variety from our functional and behavioural zombie twins.   The increasing complexity of these discussions results not only from this tripartite distinction, but also from its modal permutations: thus more focussed disputes continue about whether our behavioural, physical, and functional zombie twins are or are not conceptually, naturally or metaphysically possible. With the conceptual possibility of behaviourally indistinguishable zombies considered the weakest – and generally uncontroversial – case, the discussions tend to concentrate on the natural or metaphysical possibility of physically or functionally indistinguishable consciousness-deprived creatures.
 

Those attempting to deny the weakest claim that behaviourally indistinguishable consciousness-lacking creatures are conceptually possible are promptly accused of an implicit commitment to ‘logical’ or ‘analytic’ behaviourism.  Since this doctrine about the meaning or translatability of statements containing mental predicates can be dismissed out of hand, the conceptual possibility of behaviourally indistinguishable zombies is left unchallenged by most players in the dispute.  Dennett is an important exception.  In calling the very idea of zombies ‘utterly preposterous’ he remarks that we – all of us – are more committed to behaviourism than we would like to believe.  Dennett is on to something, but it is important not to overstate the case.  In particular, it is important to see that a rejection of the possibility of behaviourally indistinguishable consciousness-lacking creatures does not carry the burden of a hopeless semantic theory.   This, in any case, is what I hope to show.

In this paper, I shall argue that we should reject the idea that a creature that is in the same circumstances as his (conscious) human counterpart and behaviourally indistinguishable from him could yet not be conscious.  I shall also urge rejection of the broader claim that such a behavioural twin could lack a mind.  I understand ‘behavioural indistinguishability’ to entail that there is nothing from the skin outwards, as it were, by which we could distinguish these creatures from their human counterparts.  They share facial expressions, involuntary reflexes, as well as behaviour construable in the richer sense as speech and action, and they would manifest behaviour that is indistinguishable from their human counterparts, considered in the same circumstances, under all possible tests.  Unusually for discussions of this kind, the argument will not appeal to unreflective responses, intuitions or imaginings.  Nor will it depend on a prior commitment to metaphysical claims or to what is or is not consistent with the laws of nature.  Most importantly, the arguments of this paper do not rely on an adherence to logical behaviourism in any of its familiar forms.  I shall argue on psychological/explanatory grounds that the application of consciousness concepts cannot legitimately be withheld from creatures that are behaviourally indistinguishable from us.   I shall argue on moral grounds that propositional attitude concepts cannot be withheld from such creatures either. 

A simple argument to the effect that zombies are conceptually impossible would tend to have little impact since the people proposing theories in philosophy of mind today do not take themselves to be offering analyses of our mental concepts whose integrities need to be (wholly) preserved.   This is because the attempt to construe mental phenomena as part and parcel of the natural world is often thought to necessitate reductions of some kind.
  When the proposed reductions fail to capture certain features of our commonsense mental (or semantic, or other normative) concepts, we are invited to accept a change or variation in the application of these concepts in the light of the proposed revision, which is usually defended on ‘explanatory grounds’.  My strategy will therefore be not only to show that our commonsense consciousness and propositional attitude concepts are properly ascribable to creatures that are behaviourally indistinguishable from us, but also to urge that the invitation to change those concepts in the ways envisaged would unacceptably distort their explanatory power as well as their ethical import.

My argument begins by noting that creatures that are behaviourally indistinguishable from their human counterparts will meet all the second- and third-person criteria for the ascription of  ‘experiential’ mental predicates in exactly the same situations as their counterparts do.  These predicates will include the sensation concepts of seeing, hearing, touching, smelling, and tasting; they will include those containing the term ‘conscious’, itself; and they will include the related concepts of the feelings and emotions. In fact, one needs something far less than behavioural indistinguishability in order to ascribe these concepts to a creature: after all, we ascribe many of them to animals.  Our behavioural twins will also, however, possibly unlike animals, warrant the ascription of concepts associated with the more complex notion of ‘self-consciousness’.     

As a way of assembling reminders of how our consciousness concepts are applied and defended, let me introduce the reader to zombie John.  If zombie John is behaviourally indistinguishable from human John then, when sitting on the rooftop terrace in Provence, sipping a glass of wine, he will be just as competent as human John to describe, for example, the way the sunlight colours the rocky face of the Massif de la Sainte-Baume, or the buttery flavours of the white wine from southern Burgundy, or the difference in the resonance of the bells as they strike in the two village clock towers.  In normal circumstances, we ought to be able to cite these abilities to defend our application to him of the concepts of seeing, tasting, and hearing.

Not only will zombie John satisfy the criteria for the second- and third-person application of these concepts, he will have no more and no less difficulty than human John in applying these concepts to himself.  His application of these concepts to himself should be defeated or allowed to stand on the same grounds as human John’s.  If, for example, I doubt whether zombie John is really able to see Sainte-Baume, then I might ask him to point to the meteorological station nestled on one of its peaks.  If zombie John is behaviourally indistinguishable from human John then he will be able to do this as soon as he puts on his glasses. But if we are told that zombies are defined as both being behaviourally indistinguishable from us and as not being able, for example, to see, then we should insist that we no longer understand what it means to see, and so forth, for all the other terms associated with consciousness concepts that have a perfectly normal role in our language.     

Suppose for the sake of argument that zombie John lacks something that human John has: something only accessible privately.  Notice how difficult it would be to say what it is that zombie John lacks.  For every time we attempt to name something: a feeling, a sensation, an experience, or a perception, zombie John will satisfy us exactly as well as human John by his way of talking, his discriminatory abilities, and by other sorts of responses, that we are correctly attributing these concepts to him and that he is correctly attributing them to himself.  

In any case, even if we could make sense of the idea that there is something (ineffable) missing in the case of zombies, it is not obvious how this ought to affect our application of consciousness concepts.  This can be seen by confining our attention, for the moment, to humans.  After all, if human John were suddenly to declare that ‘all is dark within’ but the rest of his behaviour remained the same, we would be very puzzled.  After giving him various tests to determine, say, if he is blind, deaf, and cannot smell or taste, we would be obliged to point out that he sees, hears, smells, and tastes as well as before.  If he goes on to insist that it is still ‘dark inside’ even though he continues to stamp on the terrace every time a pigeon lands on the roof, whistles along with the radio to the principal theme of Shostakovich’s first cello concerto, and can even distinguish the chardonnay of a Puligny-Montrachet from the chardonnay of a Macon, we may very well be at a loss for words.  But we would not, I maintain, conclude that he is not conscious or that he is not having sense experiences.   This is important, because it illustrates, as does the case of blindsight, that when first- and third-person criteria for the application of consciousness concepts pull apart, this may result in some hesitation about how to apply them.  But first-person denials would not result in the simple rejection of the application of consciousness concepts.
  In any case, for the zombie there will not be any first-person denials.

Nonetheless, there may linger an irresistible temptation to suppose that there might still be something that a zombie lacks but we have even if it is something that cannot be identified, named or described – at least not in our ‘public’ or ‘common’ language.  We can imagine what it is like for us in the dark, for example, and it seems we can separate this in our minds from the discriminatory abilities that we have when it is light and we can see.  Thus it seems we can imagine that someone could exercise these abilities and yet still experience the world as dark.  I do not have to argue against this.  It is enough for my purposes to point out that this imaginable ‘darkness’ could not affect the meaning of terms like ‘conscious’, ‘experience’, ‘sensation’, and so forth, simply because the light with which it is supposed to contrast does not, because it cannot (ex hypothesi), enter into the justifications or explanations we give for the application of those words.

Philosophers could, of course, invent a term – like ‘qualia’ – for what it is that we have but zombies lack, but then, of course, nothing follows from this about whether they have sensations or are conscious in the normal senses of these terms.  If the application of consciousness concepts to zombies is refused, the hidden assumption must be that whatever is alleged to be missing from their experience but present in ours determines the meaning of our consciousness concepts; else no one would be able to reject the application of consciousness concepts to zombies because of what they are supposed to lack.  But if whatever is allegedly missing in the case of zombies but present in the normal case does not (because it cannot) figure in the explanations and justifications we give for the application of consciousness concepts, then it cannot determine the meaning of our consciousness concepts.  If it cannot determine the meaning of our consciousness concepts, then by what right do we deny their application for zombies?  For we could defend our right to apply the related concepts to them in the same circumstances as we would defend it for us.

If zombies are ‘behaviourally indistinguishable’ from us then presumably they fall asleep, wake up again and are susceptible to blacking out when traumatized or at least behave in ways in which these descriptions seem to apply.   As we use these terms normally, we would, with perfect right, be able to say about zombie John that ‘he is not conscious of the mess being made in the kitchen because he is asleep upstairs’ or ‘he has not been conscious for two days since the binge’.  If zombie John is never conscious, then how would we describe these circumstances?  It cannot simply be that zombie John seems to be awake and thus seems to be conscious when he gets over his hangover and emerges from bed, for if zombie John is indistinguishable from human John, then we shall need to reserve these descriptions for when zombie John is sleep-walking.  (It cannot be that zombie John is always sleep-walking, for we shall need to reserve this description for those rare nights when he goes to bed and suddenly finds himself in the kitchen a few hours later.)  If zombie John is indistinguishable from human John we shall in any case need to preserve ‘seems-talk’ to describe what happens when zombie John is feigning.

These arguments may sound familiar to those who recall the philosophical discussions of the problem of other minds.  Indeed, the possibility of zombies reintroduces the problem of how we could ever know, or be justified in assuming, that other minds exist.  Someone might thus be tempted to misconstrue the argument of this paper as one that mixes up questions about what one could possibly know with questions about what is the case.  But the argument I am offering here does not run from epistemology to metaphysics.  It is logically prior: it concerns meaning.
  To accept the conceptual possibility of zombies would be to accept the invitation to stretch our consciousness concepts so that the normal explanations and justifications we give for their application no longer apply.  There may be good theoretical reasons to revise our commonsense concepts in certain domains.
   But what reasons have we to accept this invitation here?  

I have shown how accepting this invitation would radically alter our application of the predicate ‘is conscious’ as well as predicates containing sensation terms.  Reflect, too, on the normal use of the concepts of feeling and emotion.  If zombie John is behaviourally indistinguishable from human John then he will sigh when his beloved kisses him on the back of his neck when he is working at his desk, growl when she pours more wine for herself than for him, and roll his eyes (heavenward) when the natives compliment her French. These facts, in normal circumstances, would justify us in saying that he likes it when she kisses him on the back of the neck, that he is annoyed when he does not get his fair share of wine, and that he is amused by French politesse.  

Or consider the concepts associated with self-consciousness.  When human John sees pigeons he will often be aware of his seeing pigeons.  When human John wants more wine he may be aware of his wanting more wine.  To paraphrase Bertrand Russell (and turn his argument on its head), there is nothing, ex hypothesi, that zombie John is immediately acquainted with when he sees pigeons or when he wants more wine, but he will nonetheless satisfy the criteria for ‘self-consciousness’ as well as human John.  He will, that is, defend his right to say he sees the pigeons or that he wants more wine with comments like, “I know when I see pigeons or I know when I want more wine!”

He will also be able to say, with perfect right, that he had not been conscious of the hurt he would cause at that memorable dinner four years ago by ignoring the food and regaling the wine. He could defend this right with the claim that he did not know how difficult the meal had been to prepare, or that he had not realised how eager its cook had been to please, or that, coming from him, the fascination with the wine was not meant as a criticism of the food.  

2.  Someone might question my grounds for using predicates containing ‘knows’, ‘realizes’, or ‘means that’ to describe zombie John, in justifying the claim that he was not conscious of causing hurt when he enthused about the wine at the expense of the food.  But the same kind of argument can be given to defend the right to use these terms as well as related ones like ‘believes’, ‘understands’, ‘desires’, and ‘intends’.  The discussion, however, has become hindered because zombies are defined as not being conscious, and some think it follows that they cannot have minds at all.  Since an example is needed of a creature that is behaviourally indistinguishable from his human counterpart but whose mental status is not ruled out by definition, let us switch examples and discuss another creature that is generating a great deal of attention. ‘Swampman’ is, ex hypothesi and as a matter of coincidence, behaviourally, functionally, and physically indistinguishable from his human counterpart.
  But, he has a deviant history: he came into being spontaneously in a lightning storm.  Although not defined as lacking mentality, Swampman is nevertheless believed by certain philosophers not to warrant the attribution of propositional attitudes. 

Having been introduced by Davidson in an argument for content-externalism
 Swampman has been resurrected in discussions, among others, about teleological theories of representation whose notion of proper function makes essential reference to the evolutionary history of inner representational states.  Insofar as their proponents are giving us semantic theories about the content of the mental representations that figure in a theoretical explanation of the propositional attitudes that our commonsense concepts are alleged (however roughly) to pick out, they are committed to viewing the ascription of propositional attitude concepts to creatures like Swampman as at best useful for practical purposes if not out and out mistaken. This commitment is recognized and accepted by proponents of the view.

But in agreeing to delimit their application in the light of these theories, we would be doing unacceptable damage to our ordinary mental concepts.  It may be thought innocuous to deny these creatures mentality, but with mentality goes agency and personhood, and with agency and personhood goes the whole framework that would render these creatures appropriate subjects of respect, dignity, moral praise and blame.
  The teleosemanticists’ defense of their position seems to rest primarily on the ‘vanishingly small’ physical possibility of such creatures.
  But this defense completely misses the point that our mental concepts are applicable to naturally impossible, wholly fictional creatures, and that this application itself can be defended on explanatory grounds. 

When human John risks his life by leaning over the rooftop terrace to fasten chicken wire over the opening between the terrace ledge and the roof below, his action can be explained by his hatred of pigeons.  His hatred of pigeons can be explained by his conviction – correct or incorrect – that pigeon droppings contain acid and will eventually destroy the terracotta roof tiles.  When Swampman John risks his (equally vulnerable) life by leaning over the rooftop and behaving similarly it cannot plausibly be considered a theoretical advance to be told that although his behaviour is interpretable as the attempt to prevent pigeons from congregating in the gap between roofs, it is not really so.
  Nor can it be considered a refinement of our ordinary, commonsense mental vocabulary (justified on explanatory grounds) to be told that although Swampman John may be acting as if he has a hatred of pigeons and strong convictions about the deleterious effects of their droppings, he does not really have either of these because he did not evolve.
  Why should we accept as-if beliefs to explain real events?  Or – contraposing – why should we demote what are indistinguishable from genuine actions to make-believe ones?   Surely we cannot be expected to change our concepts whenever we encounter non-naturally-possible (e.g., purely fictional) contexts – or how else should we be able to make the necessary distinctions within them?  We still need, for example, to be able compare Dorothy and the Scarecrow (who are both arguably persons although one is a human being and the other is made of straw) and contrast them with Toto who is a dog.  Just as we would want to contrast Glinda, the Good Witch, with the Wicked Witch of the West.  The point is that the terms ‘person’, ‘good’, and ‘wicked’ no more change their meaning because they are used as descriptions in fictional contexts than do the words ‘human being’, ‘straw’, or ‘dog’.  So why insist this must be so for propositional attitude and consciousness concepts?

To be sure, there may be real differences in our attitudes toward Swampman and human John.  Swampman John, like human John, will square his shoulders and puff out his chest (just a little bit) when he talks about his days as a minor county cricketer.  But whereas we have reason to believe most of what human John says, we might not be sure how to regard the chattering of Swampman John.  Perhaps – after hearing a detailed story about that day in Gravesend when he (a young 17 year old, batting against a pro who played for the county and for England) hit three boundaries in an over, and was cheered off the field after the pro decided to bowl a bouncer (remember there were no helmets in those days) which he tried to hook but played too early so that the ball looped as an easy catch to mid-on – perhaps we ought to consider making a distinction between the real (short) history of the life of a mere organism and the fictitious (long) history of the life of a real person.
   

In accepting the invitation to delimit the application of our mental concepts in the light of the ‘theoretical advances’ claimed by certain positions in contemporary philosophy of mind, we would be facing a dilemma.  After all, if swamp-beings were indistinguishable from us except for their history, we would presumably still need a justified way of assigning and withholding blame.  A usual factor in distinguishing someone who should be held responsible for his behaviour and one who should not be is to ascertain his intentions.  If we were not allowed either to construe the behaviour as actions, or attribute intentions, or assign responsibility, then either we would be forced to make up new concepts allowing us to make exactly the same distinctions (except that these new concepts would be correctly attributable to un-evolved creatures) or we should be obliged to forego the rich descriptions that give any interest to the notion of ‘behavioural indistinguishability’.  But why should we agree to make up new concepts when they are doing exactly the same (explanatory) work as our old ones?  The alternative suggestion (Papineau’s) – that we should allow our ‘naïve, commonsense judgements’ to be ‘rectified’ and that we should learn to view the behaviour of these creatures as mere noise and reflex – is morally unacceptable.

These arguments do not depend on the thesis that sentences containing mental predicates are translatable without loss of meaning into sentences not containing them nor do they depend on the verificationism that fuelled logical behaviourism.  Nor do these arguments depend upon the weaker thesis that sentences containing mental predicates can be translated without loss of meaning into sentences containing behavioural predicates and other mental ones. Nor do they imply the still weaker thesis that there are logical entailments between mental concepts and behavioural ones: each of the ascriptions to zombie John of the consciousness concepts considered above, although justifiable along the lines suggested, would also be defeasible in familiar ways (e.g., if zombie John were to pour the wine on the table instead of in the glasses, we would start to wonder about his vision).  This leaves open the logical possibility that the lack of an inner, unknowable something may also serve as a defeating condition.  But this logical possibility was basically accepted at the outset when, for the sake of argument, concept revision was not ruled out in principle.  In the course of arguing that the particular concept revision that would permit the possibility of zombies and other mindless, but ‘behaviourally indistinguishable’ creatures should be ruled out, my arguments have merely relied on the incontrovertible fact that explanations and justifications for the application of mental concepts tend to mention the actions (not to mention the beliefs, facial expressions, etc., and the circumstances) of the individual concerned.  The argument strategy has been to show the distortion – with the loss of descriptive and explanatory power – that would result if our mental concepts were stretched in the ways envisaged.
  

In order to remind ourselves of the meaning of our mental concepts – the mental concepts that are used in everyday, pre-theoretical discourse – we need to keep sight of the justifications and explanations that we require and accept for their application.  To suggest that the meaning of an expression is tied to the justifications for its use is not to imply that we will be called upon to justify its application on any particular occasion; still less is this discussion meant to imply that we learn of another’s state of mind by inferring it from some outward sign.  The fact that there are justifications and explanations that can be given for the application of a term is a simple consequence of the fact that the term is meaningful.  Justifications and explanations for the ascription of sensation concepts are rarely required once an individual has mastered a language; this is especially the case for first-person ascriptions.  It might help, therefore, to think of how these concepts are taught to children or to imagine circumstances in which there may be some doubt as to why they have been applied.  Reflection on the occasions when explanation or defense is appropriate will enable us to see that the justifications and explanations for their use permit the ascription of mental concepts to creatures regardless of how they evolved or of what is or is not inside them.  It is this that allows us to say, counterfactually, that if there were unnatural beings, let alone perfectly natural beings (like animals) that behaved enough like us then these creatures would be minded.   The interesting philosophical and moral issues arise when we attempt to spell out what would count as behaving enough like us.  But about creatures that are our behavioural duplicates under all possible tests there should be no question.  Why should this practice change?

That the meaning of our mental concepts permits their ascription to creatures regardless of whether they have an inner theatre accessible with the mind’s eye is an embarrassment for the Cartesian dualist or the friend of private mental objects.  That it permits their ascription to creatures regardless of whether they have brains is an embarrassment for the type-physicalist.  And that it permits their ascription whether or not the contents of their internal states are a product of evolution is an embarrassment for teleosemanticists.
 

Hilary Putnam pointed out the implicit racism behind the type identity theory in the 1960s,
 Daniel Dennett has made the charge more recently against the defenders of zombies,
 and Louise Antony has also raised a concern about the moral implications of (causal-) historical theories of representation.
  Thus it might be thought that (non-historical) functionalism – a view defended at times by at least two of these writers – is the only viable alternative.  But the fact is that the meanings of our mental concepts – which are intimately tied to the justifications and explanations given for their application – also permit their ascription to creatures regardless of whether they have internal states that play a complex causal role. Although I agree with these writers that the very rich notion of behavioural indistinguishability in play in these philosophical thought experiments is more than enough to secure the right to apply the mental concepts unproblematically, it is another question whether functionalism can take comfort from this fact.

In the flight from dualism, most contemporary philosophers went along with the idea that our mental concepts pick out something natural: the obvious candidates to replace psychical or spiritual states were either physical states or physically realized functional states.  But I am not convinced that the predominant role of mental concepts in organising, categorising, or explaining an individual’s actions in the circumstances is served even by purporting to refer.
  If and when they pick out anything, what some of our mental concepts pick out is more akin to a power or ability than to an inner state that plays a causal role.
  To be sure, brain states are no doubt the vehicles in human beings (and other animals) for these powers or abilities.  They are, no doubt, the structures that explain these powers or that make these powers physically possible.  But there is no reason to identify (or functionally reduce) these powers with (to) their vehicles any more than there is reason to identify (or functionally reduce) my ability to make you laugh with (to) an internal state of my body.
  In fact I hope to have shown that we have good reason not to: refraining from making this identification would allow us to grant mentality and moral status to naturally impossible creatures who behave, per mirabile, similarly to the way that we do.  Assurances that they will continue to behave (enough) like us under all possible tests should be more than enough to secure their mentality; the fact that there is no explanation of how such creatures could have these powers should make no difference to how our mental concepts are ascribed.  

Of course we would be tempted to withdraw certain mental predicates upon discovering that a creature in the actual world is hollow, merely mechanical, or made of straw.  But this is because, in the world as we know it, such a creature will not be able to sustain behaviour that is ‘enough like us’ under any reasonable tests let alone under all possible ones.  But it is the conceptual, not the natural, possibility we are considering when we think about zombies, swamp-beings, and other ‘behaviourally indistinguishable’ creatures; these creatures are and will continue to be, as a matter of stipulation, our behavioural twins.  In introducing a creature as complex as John, I am hoping the reader will resist the invitation either to change or alter the predicates that we need to understand him, even if it were ‘discovered’ – counter to the laws of nature – that he has not evolved or that he is made of straw.  If anything could count as such a discovery, then it should be our science that is revised and not the use we make of mental concepts.  

Those interested in defending a scientific study of the mind will no doubt continue to bite the bullet in the face of arguments that point to the unappealing consequences of their claims.  As in all scientific investigations, they argue, new criteria are being proposed for the application of the relevant concepts, and the proposed change is justified on explanatory grounds.  I hope to have shown, however, that there are overriding reasons, also broadly ‘explanatory’, for rejecting these proposals.  The acceptance of these new criteria would not merely require a willingness to deviate from commonsense psychology.  Having indicated the moral consequences that arise when ‘language goes on holiday’, I have suggested that their acceptance might present a threat to common decency as well.

Julia Tanney
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� See Millikan, “On Swampkinds”, and Karen Neander, “Swampman meets Swampcow”.  Dennett also attempts this defense in “Cow-sharks, Magnets, and Swampman”.  All three articles are in Mind and Language, op. cit. (see note 12, above). 





� See Papineau, Millikan and Dretske, op. cit.





� See Neander, “Swampman meets Swampcow” in Mind and Language, op. cit., p. 127.





� See Joe Levine’s suggestion that Swampman’s discourse be considered a form of fictional discourse in “SwampJoe: Mind or Simulation?” in Mind and Language, op. cit., p.88. 





� Philip K. Dick’s 1968 science fiction story “Do Androids Dream of Electric Sheep?” explores the moral implications of a community’s persecution of  (by and large) behaviourally indistinguishable androids.  This story – upon which the film Blade Runner was based – is, fundamentally, a story about racism.  The baselessness of the community’s fear of androids is explored through the contrast with their passion and obsession for pets (electric or natural) and through the hunter-protagonist’s growing empathy with his victims.  The theme is also explored in Steven Spielberg’s film AI.





�   What is called ‘logical’ or ‘analytic’ behaviourism discussed in contemporary, introductory texts in philosophy of mind (see, for example, Jaegwon Kim’s The Philosophy of Mind (Westview, Boulder, CO, 1996) hails from the logical positivism of Carnap and Hempel.  A much weaker thesis – closer to the later Wittgenstein and to Ryle and one that I have tried to elucidate in the text – is that the meaning of mental predicates is tied up with their natural expressions in speech and in behaviour.  Arguments of the kind I have assembled here would rule out not only zombies, but it would also suggest a problem with the X-worlders (or ‘super-super-Spartans’) of Hilary Putnam’s Brains and Behaviour (from R.J.Butler, ed., Analytical Philosophy, vol. 2 (Oxford, Blackwell, 1965)).





�  It is an embarrassment for these theorists – even though they are not in the business of conceptual analysis or explication – simply because (in virtue of their proposed reductions) they would be appropriating the concepts in the way suggested.





�  In “Psychological Predicates”, W. H. Capitan and D. D. Merrill, eds., Art, Mind, and Religion (Pittsburgh, University of Pittsburgh Press, 1967), pp. 37-48, later reprinted as “The Nature of Mental States” in N. Block, ed., Readings in Philosophy of Psychology (Cambridge, MA, Harvard University Press, 1980), pp.223-231.





�  In Consciousness Explained, op. cit., pp.405-406.





�  In “Equal Rights for Swamp-persons”, in Mind and Language, op. cit., pp. 70-75.   





�  For a relatively rare acknowledgement of this position in the contemporary literature, see Georges Rey’s discussion of what he calls ‘irreferentialism’ in Contemporary Philosophy of Mind (Blackwells, Oxford, 1997).





�  See Ryle’s remark: “The explanation [of a person’s action by a description of the workings of his mind] is not of the type ‘the glass broke because a stone hit it’, but more nearly of the different type, ‘the glass broke when the stone hit it, because it was brittle.’” The Concept of Mind (Harper and Row, New York, 1949), p.50.  For a partial defense of this kind of position against post-Rylean critics, see my “Why Reasons May Not Be Causes” Mind & Language, vol. 10, nos. 1/ 2 (1995); pp. 103-126.





 


� See Baker and Hacker’s discussion of vehicle-reductionism in Wittgenstein: Meaning and Understanding (University of Chicago Press, Chicago and Basil Blackwell, Oxford, 1980); chapter XVI.





� Thanks to Mark Rowlands and other members of the audiences at University College, Cork and the University of Kent where this paper was read, and to the anonymous referees who urged me to spell out my position in more detail.  A very special thanks to John Flower both for useful suggestions and for helping me to illustrate what really matters.  





